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ABSTRACT: We investigate audiovisual features for classifying attitudes, a key aspect
of communication that has been less studied than emotion recognition. Using a German
audiovisual dataset labeled with speaker intention and perceived attitude, we test
acoustic and visual features that have achieved state-of-the-art emotion recognition
results. Our classification achieves performance significantly above chance for 16
attitudes, closely aligning with perceptual ratings in diversity across attitudes and
speakers. We emphasize the challenges of processing nuanced expressions compared to
prototypical emotions. While audiovisual classifications outperform humans in some
areas, they fall short of fully leveraging the combined strengths of audio and visual
cues. This study highlights the potential for improved cross-modal fusion and calls for
further research on visual feature extraction in affective studies.

Index Terms— attitude, emotion, audiovisual features
1 INTRODUCTION

The study of attitudinal expressions, essential for social interaction and enhancing the semantic
completeness of speech, has a rich research history. Speech acts, marked by prosodic variations,
convey pragmatic functions [1] and reflect higher-level emotional appraisals [2]. Wichmann
suggested attitudinal meanings link to emotional expressions, supporting spoken interaction [3].
These culturally shaped communicative tools are learned in childhood [4], vary across cultures
[5], and are expressed multimodally, with audio and visual cues differing in conventionalization
[6]. A key challenge in studying attitudes is their cross-cultural variation. Labels used for speech
acts—e.g., [7, 8, 9, 10]—often fail to reflect identical interactional contexts across languages.
For instance, "Polite" in English may correspond to varying categories in Japanese [12, 4]. To
address this, corpora were recorded featuring speakers from diverse language backgrounds
performing target phrases in specific contexts, producing 16 attitudes [13]. While automatic
systems for emotion recognition combining acoustic and facial cues have achieved high
accuracies [14], attitudes and their multimodal performances remained so far unexplored. Studies
have mainly focused on how prosodic parameters [15] and facial action units [16] distinguish
attitudes. Advances in pretrained neural network models have improved speech representations
for emotion recognition [17]. The current work applies state-of-the-art acoustic and visual
features to classify attitudes in a German audiovisual dataset, comparing their efficacy to
emotion recognition. We also explore links between performance and human perception data.
We next introduce the datasets, detail audiovisual feature extraction and classification, and
present results compared to state-of-the-art AV emotion recognition. Finally, we discuss insights
from attitude classification experiments.

2 DATASETS

Our audiovisual attitude analysis work is primarily based on two datasets. The first, Social Face-
to-Face Expressions Dataset by Native German Speakers, is a multi-modal database of
attitudinal expressions [15]. It features 16 different native subjects (8 males and 8 females)
enacting two German phrases: “Eine Banane” (translated as “A banana”) and “Marie tanzte”
(translated as “Mary was dancing”). These phrases are articulated with 16 distinct attitudinal
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expressions rooted in a framework that simulates varied social interactions [13]. Each participant
provided 64 samples, leading to an even distribution of 64 samples per attitude. This resulted in
1024 unique vocalizations, of which only 1010 were usable due to accidental file corruption of
14 recordings.

Table 1: Average accuracy of our models, for different modalities compared with results from other works on
RAVDESS. Accuracies were determined from a k-fold CV [25]. In bold are the best results for each modality.

Work Details AO VO AV
Feature extractor  |w2v2-FT-SER [21]| OpenFace 2.0 -
Fine-Tuning X X _ SVM
Classifier 85.7£0.1%
ours  [Accuracy + 95% CI SVM SVM °
77.1 £0.0% 65.5 £0.0%
[Feature extractor  |eGeMAPS [20]
(Classifier SVM
|Accuracy + 95% CI49.5 £0.0%
Feature extractor xlsr-w2v2 [26] |OpenFace 2.0
[19] Fine-Tuning v X _
Classifier . e i
Accuracy + 95% CI Dense Layers Bi-LSTM [Logistic Regression
81.8 +2.0% 62.1 £2.5% [86.7 +—%
[18] | Perception results | 62% 2% | 80%

3 AUDIOVISUAL EMOTION CLASSIFICATION

Recent research in multimodal emotion recognition has focused on exploiting cues from both
speech and facial expressions. Guided by previous studies, we develop audiovisual features and
test these on the RAVDESS dataset to validate our implementation with respect to the state-of-the-
art on the same dataset and train-test splits as published by Luna-Jimenez et al. [19]. We employ
a support vector machine (SVM) classifier motivated by our focus on feature extraction and the
awareness of training data size limitations. Also, given that our goal is to apply the features to the
classification of German attitudes, we do not modify the pretrained acoustic feature extractor
network by fine-tuning on the target RAVDESS dataset as in [19].

a. Feature extraction

Acoustic features: Acoustic-prosodic features have long been the mainstay in speech emotion
recognition (SER) research until the appearance of pretrained self-supervised neural networks
that have shown promising performance in terms of generating acoustic features for a variety of
downstream speech tasks. We compare these two categories of acoustic features: eGeMAPS
[20], representing specific voice quality and prosody attributes, and wav2vec2.0 model
embeddings. For the latter, we use the publicly available wav2vec2- L-12-ft (w2v2-ft-SER)
model [21], a pruned (12-transformer layer) version of the pre-trained wav2vec2-large-robust
model, that has been fine-tuned on the MSP-Podcast dataset for the emotion dimensions i.e.
Valence-Arousal-Dominance (VAD) prediction task [17]. Similar to previous work in SER [22],
we found that the middle layers of the contextualised encoder are most informative for our task,
eventually using the pooled output (across 10 ms frames) of the 7th layer as the 1024-
dimensional acoustic feature vector per utterance.

Visual features: Facial expressions have traditionally been characterized by the position of
specific facial landmarks (LMs) such as eyebrows, lips, and the jaw [14]. In a further
development, action units (AU) were derived to codify the presence and intensity per video
frame of a set of basic facial movements or expressions, showing improved performance in
emotion recognition tasks [19]. The aggregation of video frame features to utterance level has
been attempted with methods ranging from averaging to sequential pattern exploitation with
HMMs [23] and bi-LSTMs [19].

In our work, we use 18 AU [24] and include the normalized facial landmarks, and head pose that
have been found useful in various affective computing tasks. While AU alone achieved an
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accuracy of 59% on RAVDESS, the addition of facial landmarks and head pose was fond to
increase accuracy further. For utterance- level representation, we found that using the mean and
standard deviation of these frame-level features matched the performance of more sophisticated
sequential classifier for emotion recognition on RAVDESS [19]. Furthermore, this approach was
suitable for our attitude data given the limited number of samples available for training a
sequential model. Further processing, which involved eliminating highly correlated LM-based
aggregated features and employing recursive feature elimination (RFE) for AU aggregates,
yielded a 206-dimensional visual feature vector per utterance.

Table 2: Distribution of speakers across the 7 folds for cross- validation testing on the German attitude dataset
[15]. Note: Speakers from “Fold 7" were excluded from training but were included in the performance evaluation.

Fold 1: Fold 2: | Fold 3: Fold 4:
S01, SO5 | S04, S11 |S06,S16 |S08, S13
Fold 5: Fold 6: | Fold 7: S02, S07,

S10, S09 | S18,S14 [S03, S20

b. Classification and achieved accuracies

We globally normalize features in all experiments, mirroring human perception tests where
perceivers lack familiarity with speakers. For classification, we use SVM across modalities and
apply PCA-based dimension reduction to each feature group (audio embeddings, LMs, AUs,
head pose), concatenating the reduced sets by modality. Decision-level fusion proved more
effective than utterance-level fusion for combining modalities. Table 1 compares classification
results with Luna-Jimenez et al. [19] and human perception accuracies [18] on the RAVDESS
dataset. Acoustic features from w2v2 networks trained on extensive speech data outperform
eGeMAPS but slightly underperform the baseline due to task-specific fine-tuning. Visual features
show slightly higher accuracy, likely due to incorporating facial landmarks and head pose. AV
accuracies are similar overall, with automatic classification surpassing humans in AO but lagging
in VO, reflecting higher speaker dependence.

4 EXPERIMENTS ON THE ATTITUDES DATASET

With the acoustic and visual features presented in the last section, we carry out automatic
classification experiments on the German attitude dataset. We report 16-way classification, and
8-way classification with grouped classes for a complexity more comparable to the emotion
dataset. We also carry out an experiment to simulate the reported perceptual test on the German
attitude dataset [27].

For training data, we chose the set of the 12 best speakers of the total of 16, for model training
based on the rater plausibility scores obtained by Honemann et al. [28]. This is motivated by our
finding that the model’s efficacy diminishes with less representative training samples. However,
we report the test accuracies for all the 16 speakers, ensuring that there is no speaker overlap
across train and test data. For this the attitude dataset was divided into six speaker-non-
overlapping folds for the cross-validation, each fold comprising 2 of the selected 12 speakers as
shown in Table 2. The final evaluation metrics were then averaged across these folds and further
integrated with results from the remaining four speakers not involved in the training. That is,
while speakers from “Folds 7 were excluded from training due to poor plausibility ratings, they
were still included in the reported performance metrics.

In order to tease apart the factors that could contribute to the complexity of the attitudes-
classification task, we design a second experiment with the grouping of attitude tokens into
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fewer classes based on the semantic similarity of the labels as depicted in the Group column of
Table 3. To build these eight groups, the confusion matrix obtained from the 5-way perceptual
identification paradigm [27] was submitted to a correspondence analysis; the obtained spread of
stimuli on a multidimensional space was used to estimate the relative “perceived” divergences
across attitudes. These divergences were used as input to a hierarchical classification algorithm
[29]; a 9-cluster solution was selected. From these nine clusters, one was dropped for being
speaker-specific (composed mostly of S02’s performances). The eight remaining ones were
described in terms of the most frequently selected labels and of the most frequent stimuli
grouped into each cluster. The training and testing employed the same 6-fold CV but now on the
grouped tokens.

Table 3: The table presents groupings of attitudes based on semantic interpretations. The last column lists the

attitudes with the 4 lowest F1 scores (lowest first) in a binary classification experiment with the given attitude
label. Those that also align with the perception-based closest associated attitudes in [27] are in bold.

Attitude Acronym| Group| Computed Attitude Acronym| Group| Computed
Distractors Distractors
Doubt doub surp, ques, Authority auth Go6 decl, cont,
Gl unce, obvi poli, sinc
Surprise surp doub, ques, Neutral decl poli, auth,
unce, obvi Statement cont, obvi
Politeness poli sinc, decl, Sincerity sinc G2 poli, arro
G2 sedu, arro auth, obvi
Seductiveness| sedu 1ron, obvi, Neutral ques G’/ unce, surp,
admi, poli Question doub, woeg
Admiration admi G3 sedu, iron, Uncertainty unce QG3 woeg, ques,
obvi, irt1 sedu, cont
Irritation 1rri G4 admi, obvi, Walking-on- | woeg G4 unce, poli,
cont, iron Eggs iron, cont
Arrogance arro cont, poli, Irony iron G admy, sedu,
G5 sinc, auth obvi, arro
Contempt cent arro, auth, Obviousness | obvi cont, admi,
obvi, admi sedu, sinc

To juxtapose our model’s performance with human perceptual evaluations, we considered a
subset of 10 speakers (S01-S10), aligning with the speakers used in a referenced perceptual
evaluation study [27]. In emulating the methodology of the perceptual test which sought to
reduce the participant’s cognitive load, our 16-way trained SVM classifier was constrained in its
prediction choices for each in- put token. Specifically, for each token, the classifier was
presented with five label options: the primary intended attitude, two “distractors” or closely
related attitudes as delineated in [27], and an additional two labels drawn randomly from the
remaining 13. This selection process was made possible by extracting the ten decision function
values corresponding solely to these five classes and basing predictions on them. Recognizing
the inherent variability stemming from the random selection of three attitudes for prediction, we
sought to stabilize the results by iterating the prediction process for each sample 20 times, each
cycle randomly selecting three attitudes from the pool of 13. The nature of the distractors is also
confirmed computationally by the list of attitude labels with the lowest F1 scores, as presented in
the last column of Table 3. We note the similarity with those from the perceptual study,
suggesting our model’s confusions might align with human challenges.

5 DISCUSSION AND CONCLUSION

The attitudinal dataset that was used here presents similarities with emotional expressions: both
propose a set of acoustic and visual changes that are used in interpersonal interactions, with
constrained lexical content. This dataset proposes 16 attitudinal categories, in contrast to the
eight emotions. One may explain the global picture presented in Table 4 under this simple fact.
While the emotion dataset with 8 classes was classified with an accuracy close to 85% using
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automatic algorithms (see Table 3), for attitudinal dataset with double the classes we got about
half of this accuracy, falling below 40%.

Table 4: Comparison of average accuracy on the German attitude data for both 16-way, 8-way, and 5-way
classification setups using global normalization. The table also presents the recognition scores of Perceptual
Evaluation in [27].

System Training | Choices | AO(%) | VO(%) | AV(%)
classes
16 16 34.7 18.5 36.2
Model 8 8 47.2 33.4 50.6
16 5 49.4+0.1{31.5+0.1{51.6 £0.3
Human - 36 - 45
Perception

This performance differential also extends to the perceptual identification task, where accuracy
noticeably drops for attitudes. However, it’s essential to note that the two paradigms are not
directly comparable, particularly as the answer set for attitudes is more limited. To better
understand the relations between the distinct attitudes, further experiments are reported.

A classification algorithm’s task differs from the perceivers’ one in several respects. First, the
algorithm is trained on performances produced in the exact situations that match the proposed
labels, while the perceivers must adapt their available individual interpretations of the labels to the
proposed behaviors and calibrate for the speakers whom they do not know. Second, as an
identification task based on 16 classes would impose a heavy cognitive load on perceivers, the
paradigm presented by [27] reduces the answer set to five possibilities. It is clear from Table 4
that the performances of the algorithm that must select among a 16-way set of answers are worse
than those of the model that must choose among 5 only. This 5-way classification model
outperforms human performances: its AO accuracy is about 15% above human perceptual results
(let’s note that during real interactions, perceivers are greatly helped in their evaluation by
contextual cues, which were not included here). Beyond the sheer performance of the
algorithms, their capacity to classify attitudes based on either audio or visual cues is interesting,
particularly as the audio-visual performances are enhanced compared to single modality cases.
It is an interesting fact, that shows the complementarity of audio and visual cues. Meanwhile,
although still above human performances, the audio-visual algorithmic classification (at about
52%) seems to take less advantage of cross-modal complementarities (also called audio-visual
gains) than human perceivers do (who showed an increase of accuracy close to 10%). This leaves
room for improvement of both visual features and cross-modal fusion.

To test the impact of the number of labels on classification accuracy, we grouped the 16
attitudes into a smaller set of groups, that share similarities in perceptual classification. The
classification predictably improved, but only marginally (from below 40% to about 50%: see Table
4), still low compared to the accuracy observed for the 8-way emotion identification. The
number of la- bels is therefore not the only explanation for the lower performance. Attitudinal
meanings appear to be more nuanced than emotional prototypes, especially when they are more
socially motivated, such as irony or politeness. These speech acts also carry a more gradual,
nuanced set of context-dependent information than prototypical emotions. They are based on
lower variations in expressive arousal — a main dimension of acoustical change in affective
expression [30]. This difference (dealing with shades of attitudinal meaning) may help
understand the lower classification accuracies obtained on such data.
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Fig. 1 (left): Average recognition accuracy for ten speakers across each modality. The performance of the model
(a) is compared to human perception results (b) [27]. Horizontal lines mark the mean values. (right): Average
recognition accuracy for 16 attitudes across each modality. The performance of the model (a) is compared to
human perception results (b) [27]. Horizontal lines mark the mean value.

Fig. 1 left and right present the detailed classification results from the perceptual evaluation
and the 5-way model. Fig. 1 displays the mean accuracy by speaker, in each tested modality,
but for space limitations we can only discuss a few aspects. Speakers seem to differ as to how
they rely on audio or visual cues — with e.g., S04 showing high performances in VO (top bar
graph) and hence a large increase of performance from AO to AV in the perceptual evaluation;
S03 seems to produce fewer visual cues. S02, who yields about the lowest mean accuracy, was
also seen to produce the smallest variation, with most utterances being clustered together,
separated from other attitudinal performances, during the 8-group clustering process (Section
4.1). Fig. 2 shows the variation of performances across attitudes. While most of the better-
classified expressions for the 5-way model were also the best attitudes identified by perceivers
(importantly, except for questions), the less prototypical expressions showed larger differences
between automatic and perceptual classifications. Notably, ARRO, WOEG, IRON, and SEDU
were not accurately identified by perceivers, while they received scores close to the mean
performance of the 5-way model. The expression of politeness, typically lexically encoded in
German, was not identified based on prosodic cues and exhibited the lowest performance for
the model. Audio and visual cues are generally complementary — hence the better performance
for AV presentation. In the cases of SEDU and AUTH, however, the audio modality reaches
higher performances than the AV one: once again, this points to possible improvements for
cross-modal fusion. As seen in the figures, the average benefit from the visual mode is lower in
automatic classification. Fig. 2 presents the confusion matrix obtained in the AV modality for the
8-group model (VO modality leads to relatively poor results, not shown here, and the AO
modality showed similar, but lower accuracy and confusion than AV). The highest accuracy was
exhibited for SURP and DOUB (group 1), the two most prototypical attitudinal expressions as
seen in the perception outcomes of Fig. 2b. Next come groups 6 and 7, which regroup labels
almost not used by perceivers around more generic speech acts (resp. declaration, the neutral
reference — and uncertainty).
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In conclusion, we have demonstrated the

o1 Jll o0 om 000 00 ooz s owo] Wl applicability of automatic classification to
62002 JE5| 0 o0% 000 08 00 o1 audiovisual attitude data and highlighted the
A i | underlying complexity as compared (0 the
2 5 10w on oos oor [ENR oos oue| [ related task of emotion recognition. Further
" 6 |on [ oz o oo [ oo oo research on visual features, as well as on
67 o oan oo oo 00> on1 [Rfoes ) methods for combining modalities, is clearly
08 oot om o aos om0 o oo [ | | warranted. Performance of the features with

Gl G2 G3 G4 G5 G6 G7 G8
Predicted Label

the attitude data of different languages,
including those of non-Western cultures, is

Fig. 2: Confusion matrix for the AV modality in the 8- part of our ongoing work [31].

way classification on the German attitude dataset.
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